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Abstract 
Geotagged Twitter data allows us to investigate correlations of geographic language variation, both at an interlingual 
and intralingual level. Based on data-driven studies of such relationships, this paper investigates regional variation 
of language usage on Twitter across Europe, and compares it to traditional research of regional variation. We present 
a novel method to process large amounts of data, and to capture gradual differences in language variation. 
Visualizing the results by deterministically translating linguistic features into color hues, we achieve a novel view of 
language variation across Europe, as it is reflected on Twitter. Our technique is easy to apply to large amounts of 
data and provides a fast visual reference that can serve as input for further qualitative studies. We demonstrate the 
application on a number of studies both across and within national languages. We also discuss the unique challenges 
of large-scale analysis and visualization, and the complementary nature of traditional qualitative and data-driven 
quantitative methods, and argue for their possible synthesis. 
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Introduction 
Capturing language variation depends crucially on the composition and quality of the selected sample of subjects: 
ideally, it closely mirrors the true situation in the real world. Given the complexity of language and the many factors 
that influence it, collecting such a sample has always been a challenge. To overcome it, we can either carefully 
select the subjects we include, to match what we know to be true, or collect a large enough population of subjects to 
approximate the true distribution. Traditionally, variational studies have used a high degree of selection, although 
large populations were not uncommon (Wenker and Wrede (1881) based their atlas on over 48,000 responses). 

Today, the Internet allows a wide part of the population to express themselves in writing, more often and in more 
different genres than ever before. If we imagine the Internet as a corpus of everyday language, it is certainly the 
world’s largest corpus, orders of magnitude larger than anything else. Due to the wide range of demographics that 
produce online text, the Internet provides almost unlimited possibilities for quantitative studies of the variables and 
categories in dialect research and sociolinguistics. 

Online text production has become an important part of many people’s daily lives, especially on social media. Even 
within this medium, however, there is a large variation: social media text length varies from bite-sized posts on 
Twitter to paragraph-length reviews, or pages of blogs and fan-fiction. Similarly, formality ranges from the very 
formal to the extremely informal, author ages range from children and young people to the elderly (albeit much less 
so than in the general population). Together, the amount of text produced on social media every day is enormous — 
with almost a billion posts every day to Twitter alone (DOMO 2017)— and provides novel opportunities for the 
working linguist interested in language variation. However, using the Internet as a corpus brings about its own 
challenges. The Internet is messy — an eclectic mix of genres, images, private and public messages, spam, and 
much more. If we as linguists want to be able to perform any meaningful quantitative analyses of social media 
language usage, we need to delimit, filter, and systematize the deluge of data to make it manageable. This is even 
more true if we want to perform qualitative analysis on a meaningful subset of reasonable size. 
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Computational methods for text processing, as developed in computational linguistics, can provide us with exactly 
these tools. In this chapter, we show how the application of freely available computational methods can provide 
novel insights into language variation. 

We use geotagged data collected from Twitter to create a corpus of nearly 100 million tweets. What makes the data 
especially interesting for our purposes is the availability of latitude and longitude information. That is, we can 
pinpoint exactly where a Tweet has been posted. This information makes it possible to aggregate data at any level of 
spatial granularity, and to measure linguistic similarities between Twitter posts with respect to their distribution in 
space. 

We discuss how to use such data at scale as a resource for the quantitative analyses of regional variation in written 
social media language, to derive new knowledge about language variation in modern societies. We combine 
methods from dialectology and language technology to exploit the vast amounts of data the Internet provides. 

The article includes an introduction to the area of computational linguistics and its applications to sociolinguistic 
issues, a detailed methodological discussion of the tools used, and several use cases of regional variation across 
European countries based on Twitter data. 

Importantly, our approach is data-driven, meaning that we let the data reveal the variation in the language, rather 
than using the data to test predefined categories and hypotheses. Such a data-driven approach has the obvious 
advantage that it allows us to find completely novel patterns in the data, without limiting what types of results can be 
found. 

Background 

Computational Linguistics and Natural Language Processing 

Computational linguistics is the linguistic research area concerned with the computational exploration and analysis 
of natural languages such as Italian, English, Arabic, or Mandarin Chinese. “Natural language” is understood here as 
the opposite of artificially created languages, such as programming languages. Closely related is the field of natural 
language processing, or “NLP,” where the focus is on developing computational models to perform some particular 
analysis or end task (as distinct from the target of the modeling being linguistic insight or the validation of a 
linguistic theory). While acknowledging this difference in the focus of the two terms, in the following, we will use 
them largely interchangeably. 

NLP lies at the intersection of linguistics and computer science, and has grown out of the study of formal linguistics 
and artificial intelligence. It is inspired by, among other things, philosophy, engineering, statistics, and lately 
machine learning and specifically neural networks. There are a number of excellent introductory NLP texts, the most 
widely used and updated being Jurafsky and Martin (2014), which gives a good overview of the history, 
background, and applications of NLP. Manning and Schütze’s introduction (Manning and Schütze 1999) is equally 
popular, but focuses more on the underlying statistical algorithms and techniques. 

NLP has both a basic research dimension and large potential for applied and commercial outcomes. Over the past 
decade, there has been active development of commercial NLP applications that have quickly become part of 
everyday life. Machine translation services from Google and Microsoft, the development of personal assistants such 
as Siri and Alexa, and speech recognition tools are primary examples of such commercial applications. 

At the same time, there is a long-standing tradition in computational linguistics to use computational methods to 
explore large amounts of data, similar to corpus linguistic approaches. 

The primary governing body is the Association for Computational Linguistics, which makes all the papers of the 
affiliated conferences and journals publicly available open access via https://ACLanthology.info/. 

Due to the focus on methodological innovation, most publications are in conference proceedings. However, these 
proceedings are archival, double-blind reviewed, with acceptance rates around 20–25%. There are two main 
journals, the Transactions of the Association for Computational Linguistics, and Computational Linguistics.  

At its heart, NLP needs to translate natural language into a format that can be read and understood by a machine. 
Although methodological development in computer science has been rapid, and despite substantial recent 
improvements due to neural methods, computers can still not understand language in a cognitive sense. What they 
are good at is matching inputs to outputs, and finding patterns and systems. If fed with large enough amounts of text, 
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computers can find regularities and repetitive patterns that may be of interest to the language researcher (the case in 
this chapter is an example). This can be exploratory (clustering, topic modeling, word embeddings, etc.), or 
predictive (part of speech tagging, parsing, sentiment analysis, and so on). 

However, in order to be processed in a reasonable manner by the computer, the data needs to be prepared according 
to the goal of the task (see below for data processing details in our case). 

In recent years, NLP has seen increased interest in what has been called ‘computational sociolinguistics’ (Nguyen et 
al. 2016). Several recent studies have shown the benefit of combining sociolinguistic questions with computational 
methodology in the study of relationships between demographic and linguistic variations. 

Most of these studies have so far focused on lexical differences and phonological aspects, and find that phonetic 
variation can be reflected in texts on Twitter and that there are regional language versions of social media 
(Eisenstein et al. 2011; Eisenstein 2013 and 2015; Doyle 2014; Bamman et al. 2014). 

For example, Eisenstein (2015) uses Twitter as a ‘sociolinguistic corpus’ to investigate alternative spellings that 
reflect phonological variation in spoken English. Spelling forms such as d instead of th (da for the, dis for this) and -
a instead of -er (in whateva, neva, brotha, etc.). They show that spelling variation on Twitter appears to correspond 
closely to the variation observed in spoken languages. For example, the degree of formality governs the spelling 
choices in messages written in African-American Vernacular English, a variety of American English used more 
often in regions with a high proportion of African American residents. 

Hovy et al. (2015) investigate the use of online reviews as a source for the study of linguistic variation. They show 
that the occurrence of regional lexical variants is reflected in online review texts in Danish, German, and English. In 
a subsequent study, Johannsen et al. (2015) investigate the influence of an author’s age and gender on syntactic 
variation in the same data set. Syntactic variation has been mentioned in sociolinguistics as a feature of group-
specific language use (Cheshire 2005), but can be difficult to investigate empirically with traditional sociolinguistic 
methods, due to its inherent complexity and scope. Johannsen et al. (2015) use an automated approach to explore 
this area. Their study confirms the hypothesis that syntax correlates significantly with age and gender in 13 Indo-
European languages. Gender differences manifest themselves in the preference for certain syntactic constructions — 
women use significantly more verbal phrases with conjunctions than men (e.g., I received the package and was 
happy). 

Most NLP research that includes demographic factors has an applied aspect, using the variation in linguistic features 
as a signal to deduce information about the authors: so called ‘author-attribute classification.’ With large amounts of 
data, the computer can learn to recognize a number of language features and use them in turn to predict a wide range 
of socio-demographic factors: the age and origin of the writer (Rosenthal and McKeown 2011; Nguyen et al. 2011) 
or their gender (Alowibdi et al. 2013; Ciot et al. 2013; Liu and Ruths 2013; Volkova et al. 2015; Bergsma et al. 
2013, inter alia). More recent approaches have also explored more volatile attributes, such as profession or income 
level. 

Several papers (Volkova et al. 2013; Hovy 2015; Benton et al. 2017) have successfully argued that including 
sociodemographic input in statistical models can support and even improve the models’ ability to predict different 
conditions, varying from content-based assessments (sentiment or topical category) to attributes associated with the 
users (age or gender, but also risk for mental health conditions). 

Lately, there has been a renewed and increased focus in NLP on neural networks (the interested reader is referred to 
Yoav Goldberg’s outstanding textbook on the subject, see Goldberg 2016). One of the main advantages of neural 
methods is their ability to automatically learn how to best represent the input data. That is, rather than choosing a 
priori a set of features with which to represent each instance in our data, the algorithm learns a unique representation 
for each of them. In the case of words, the most famous example of this technique (called “representation learning”) 
is an algorithm called word2vec (Mikolov et al. 2013). It projects each word in a corpus into a high-dimensional 
space, with the constraint that syntactically and semantically similar words (as determined by their contexts) need to 
end up close together in that space. After this process, each word is represented by a unique vector of numbers, 
denoting its position in the space. This projection allows us to use the words in quantitative methods, and captures a 
number of latent attributes (for example regionality). See Hovy and Purscke (2018), for an application to German 
cities, which learns structures matching the dialect map by Lameli (2013). We use a variant of this algorithm in the 
current paper (see below in Corpus Construction). 
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Map-Based Dialect Research 

Research into geographic linguistic variation has always been a ‘practical’ discipline that demands rapport with 
informants and their concrete language use. 

Research into dialects and linguistic variation has a long history, and dialect speakers — their language, gender, age, 
origin, and social group — have always been central to this research. The earliest linguistic maps of geographic 
language variation were created in Europe in the late 19th and early 20th centuries, including projects documenting 
dialect differences for German (Wenker and Wrede 1881), French (Gilliéron and Edmont 1902–10), Italian (Jaberg 
et al. 1928–40), and, eventually, English (Orton and Dieth 1962–71). These traditional dialect maps typically used 
the extent of various individual linguistic features, often in the form of lexical or phonetic variation, to determine 
dialect regions; several different mapping techniques have been discussed and applied (see the recent overviews by 
Kehrein (2017) or Rabanus, in this volume). In other cases, researchers compiled geographical dialect structurings 
based on the qualitative analyses of several single-feature maps (e.g., Wiesinger 1983). 

This approach has been used around the world, and in several places map-based dialectology has evolved into its 
own discipline with refined geometric methods and map representations (see the handbook by Auer and Schmidt 
2010). In several countries — for example the United States (Labov et al. 2005) or Germany (Schmidt and Herrgen 
2001) — large-scale research projects have established dialect maps including historical data to create visualizations 
of linguistic development, similarities and differences across regions. Such atlases are fascinating to study, because 
they point to both diachronic and synchronic federations between geographic areas. 

Many of these projects, however, focused on the speech of non-mobile, older, rural, male speakers, who were 
considered to be most representative of the speech of particular regions (Chambers and Trudgill 1998). Subjects 
were personally sought out, interviewed or had their language usage otherwise recorded. Before it was possible to 
bring portable recorders, this recording was done with paper and pencil. Consequently, such studies have been 
criticized for the very small number of informants, sometimes only one. While restricting the pool of subjects to the 
most representative ones was a helpful methodological assumption, it does not accurately reflect the state of affairs 
today, with increased social and spatial mobility. 

Such maps have also been criticized for abstracting too much, so that both language users and language use are 
invisible, in favor of the description of the dynamics of an individual linguistic trait. However, the map-based 
visualization of geographic linguistic variation reveals interesting systematicity, and tells us something about the 
distribution, similarities, and differences in the ways we speak across space. 

Increased computing power has made it possible to create linguistic maps based on an aggregate of dialect features, 
an approach which is known as dialectometry (Wieling and Nerbonne 2015). These methods still primarily rely on 
data painstakingly collected from a limited set of specific locations, requiring methods to extend isolated data points 
to full computer-generated dialect maps (Goebl 1982). 

One key methodological advancement in linguistic mapping from early dialectology work was the use of 
multidimensional scaling to generalize the geographic variation across a large set of linguistic variables to a 3-
dimensional space: with this method, the gradual dialectological differences could be rendered as continuous color 
differences representing gradual, subtle changes in language usage (Nerbonne et al. 1999; Heeringa 2004). Our work 
builds on this approach to visualization, albeit using a different set of methods. 

More recent work in dialectometry has tried to recapture some of the simplicity of the early dialect maps by, for 
instance, carrying out some form of clustering to produce large dialect regions that can be compared with maps 
produced using alternative means (Grieve et al. 2011; Pröll 2013; Lameli 2013; Huang et al. 2016). Another clear 
trend in the field is a move beyond traditional spoken sociolinguistic data to the use of written text such as 
newspapers (Grieve et al. 2011) and social media (Eisenstein et al. 2014; Huang et al. 2016). This big data approach 
has helped overcome some of the data sparsity inherent in traditional studies of language variation, but at the same 
time has opened up the field to new criticisms in terms of the uncontrolled bias regarding age and gender in the case 
of Twitter (Longley et al. 2015). There is a growing recognition of other potential biases (such as origin, mobility, 
educational background, to name a few), but no work has addressed these yet. 

Our approach of using big data and NLP methods for the same purpose is therefore a further development in this 
research tradition. As we will demonstrate in the following, the method used is empirical, with language and 
individual informants transformed into numbers, cells, and colors, but the results enable new and surprising insights 
into regional language variation. 
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Our point is not that old and more traditional methods should be replaced by big data, but that NLP methods provide 
advantages that complement our existing knowledge about dialect variation (Kitchin 2014). The maps we present 
here can be a first step on the way to using online data as a source for dialectology, and to help us raise new 
questions about linguistic variation (see Purschke and Hovy, in press, for an application in German dialectology). 

Benefits of Data-Driven Analysis 

Traditional data collection methods of dialect research, such as (ethnographic) observations and interviews, are by 
their very nature not suitable for obtaining large amounts of data. As a consequence, many instruments developed 
for this kind of data are qualitative analyses of a limited number of factors and informants. However, language 
phenomena and structures are complex entities, and demographic factors (such as a speaker’s age, gender, or place 
of residence) interact with language and each other in even more diverse ways. We risk missing some of these 
interactions, or attributing undue importance to factors overrepresented in the data, if we have to limit the amount of 
data to serve the collection method or analysis. 

In contrast, the large amounts of data available online today allow us to more fully capture the complexity of 
languages. However, traditional analysis methods are not designed to handle this amount of data. This 
interdependency of data collection and methods therefore becomes a circular problem. 

The statistical models used in computational linguistics can help us overcome this impasse. These models rely on 
large-scale statistics and are specifically set up to process very large amounts of data. In fact, they generally require 
large amounts of data to work reliably. As discussed above, several computational linguists have shown how large 
amounts of data allow us to test existing hypotheses. 

Still, such approaches are theory-driven, because they start with a known hypothesis that is subsequently tested. 
Such an approach has the obvious limitation that it depends on relationships that the researcher has defined in 
advance. The conclusions are therefore confined to confirmation or rejection of the initial hypothesis of the study. 
Such theory-driven methods produce strong and valid results, but they cannot create new insights that go beyond the 
basis of previous qualitative studies. In contrast, data-driven methods offer a different and more inductive way to 
investigate large amounts of data. Statistical data-driven approaches explore the data without requiring specific 
questions and hypotheses in advance, and the analyses therefore become more exploratory. 

The results of this exploration can reduce the complexity of the data and help us focus on unusual patterns and 
phenomena we discover this way. Data-driven analysis can therefore form the starting point for more in-depth, 
qualitative analysis. It acts like a funnel or a magnifying glass. 

One of the most powerful analysis tools for data is visualization. We will see in our case how large amounts of data 
from Twitter can be visualized in aggregate to reveal remarkable patterns and contexts that can guide further studies. 

Corpus Construction 

Source Data 

For our case study, we use data from the social media service Twitter. Twitter is often referred to as a micro-blog, as 
users can post short messages (limited to 140 characters at the time of the data collection for this chapter; however, 
in 2017, the limit was increased to 280 characters). A small subset of these posts (“tweets”) is tagged with geo-
coordinate information (latitude and longitude). Twitter collects this information by default if tweets are composed 
on a geo-enabled device (smart phones, for example), but users can choose whether they want to publicly disclose 
this information; in practice, only around 1% of tweets have geotags. 

We have collected a sample of 95 million tweets with geo-location information through the Streaming API 
(application programming interface) service of Twitter, an online service which provides historical Twitter data 
according to certain criteria. 

Preprocessing 

In order for the computer to handle the language input, it must be transformed into numbers that can ultimately be 
represented as zeros and ones, that is, binary numbers. The different textbooks and introductions to natural language 
processing explain such processes concretely (in addition to Jurafsky and Martin 2014 and Manning and Schütze 
2003, see, for example, Bird et al. 2009), the technical details of which are beyond the scope of this chapter. 
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The most common way to formalize text input is through linear algebra, the branch of mathematics that deals with 
vectors and matrices. Vectors are lists of numbers where each position in the list is associated with a particular 
meaning. For example, it might be that the fifth element in a list represents the number of times the word elephant 
appears in a text. Matrices are collections of vectors in something that could look like a spreadsheet. Again, each 
position (row or column) is associated with a meaning. 

The main reason for representing language using linear algebra is that these formats are widely available in 
computers and are the main component of machine learning techniques such as neural networks. The availability of 
these operations enables us to compare the similarity between words and documents using vector measures (e.g. 
cosine similarity). It also gives us access to a number of operations that can help us make sense of the data, e.g., via 
what is called ‘dimensionality reduction’. Dimensionality reduction is the process behind services such as semantic 
search or recommendation algorithms used by Amazon and Netflix. In our case, we use a specific form of 
dimensionality reduction, called Principal Component Analysis. 

We project the information from Twitter onto a “coordinate grid” across Europe, with a coordinate size of 0.1 
degrees latitude/longitude, equivalent to a square with sides around 11km in length, resulting in 18 million cells 
across Europe in total. For each coordinate cell, we then collected all tweets sent from within it (based on the geo-
tag for the individual tweet or review). Naturally, choosing a larger grid size would capture more observations per 
cell, but it would also reduce the precision of the individual location. We have therefore chosen to operate with 
relatively small cells. We ignore any cells outside a defined bounding box around Europe, and cells containing only 
water (sea, fjords, waterways, etc.). Likewise, we use the language identification tool by Lui and Baldwin (2012) to 
filter out any tweets written in English outside the British Isles, as well as all tweets written in languages other than 
English within the British Isles. For feasibility reasons (we would have to define a set of acceptable languages for 
each cell), we do not filter any other languages in continental Europe, so there is the possibility of spurious tweets, 
say of a tourist tweeting in German when vacationing in Rome. These cases are negligible, however. 

For each cell, we then collect a linguistic profile. Intuitively, we would like to use words or even syntactic constructs 
to form this profile. However, given the wide variety of words, the constant use of neologisms on Twitter, the long-
tail distribution of word frequency, and potential misspellings, this approach would make it harder for an algorithm 
to compare similarity. Instead, we collect character combinations. While counter-intuitive, this approach gives us 
more flexibility (Fig. 1). 

 
Fig. 1 Schematic representation of the data collection process: 1) collection of Tweets per cell and 2) induction of the 
vector representation. Note that the actual granularity of grid cells used in our experiments is much finer than the 
schematic. 
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Languages contain several thousand words. Including inflections, there are hundreds of thousands of possible word 
forms. For a person, words are intuitively compared based on their lemmas, and the mappings to these base forms 
are obvious. For a computer, mapping to lemmas is not at all trivial (some inflections follow regular patterns, others 
are exceptions; since we are dealing with a wide variety of languages, it would also require us to know which 
language a particular tweet is in). However, comparing inflected forms of the same word would result in a no-match. 
For example, a computer would treat talk and talks as distinct entities and measure similarity in binary form: match 
or no match. If we compare two random tweets (which may be very short), they would therefore often have zero 
words in common, and therefore would have to be considered not similar. Since our goal is to find similarities 
between cells, i.e., between regions on the map, this is counterproductive. 

Instead, we need to find a way to account for: (1) various languages, (2) different inflection paradigms, and (3) 
neologisms and misspellings, while (4) capturing fundamental similarities. 

We can do so by using character combinations (so-called character n-grams). In our case, we use combinations of 
three characters (“trigrams”). From a linguistic perspective, this may seem counterintuitive, but for the algorithm 
used in our analysis, it addresses all four criteria mentioned above. The trigrams capture overlap and similarities 
better than a full-word approach. n-grams are also a much more efficient representation computationally: there are 
much fewer character combinations than words, many of them are shared across languages, and only a limited 
number of all possible combinations are ever observed, so many of them can be excluded in advance because they 
are never seen in our corpus (e.g., qqq). We also ignore character combinations that occur less than 10 times in the 
entire corpus. This results in a vocabulary of about 385,000. If we collected entire words instead, the algorithm 
would have to retain a much larger vocabulary (several millions of words), which makes computations more time-
intensive. 

To see how n-grams can better capture spelling mistakes and minor variations, compare the words definitely and 
definately, both of which appear in online communication: to an algorithm that operates at the word level, these are 
completely different entities, as different as the numbers 2192302675455816032 and 9134202883386347541 are for 
us (which are in fact the hashed versions of these words). But definitely and definately have significant overlap, both 
in terms of form and meaning. Character n-grams can capture this, as the words share 7 out of the 9 different 
trigrams that we can extract from them, and are thus better in capturing spelling variation. 

We use a distributional semantics hypothesis to capture the linguistic profile of a cell. That is, we consider the 
representation/meaning of a cell to be the collection of character n-grams it keeps. We use Paragraph2vec (Le and 
Mikolov, 2014), a distributional semantics model similar to Word2Vec (Mikolov et al. 2013, see description above 
in Background), implemented in the gensim Python library (Řehůřek and Sojka 2010). With this tool, we map both 
the representation of the cells and the character n-grams into a high-dimensional Euclidean vector-space 
representation. The idea is that n-grams that occur in similar context have similar representations, and that likewise, 
cells in which similar n-grams are used, have similar representations. 

There are cells for which our Twitter sample doesn’t contain any or enough data. For these cells, we assume 
geographical similarity, that is the representation of a cell is related to the average of its surrounding cells. Using the 
geographical similarity measure, we average the vector representation of each cell with its surrounding cells which 
results in smoother maps, and helps resolve the problem of data sparsity. We call this procedure retrofitting, and 
apply it to all our representations a few times (50 times in this work) to smooth data representations geographically, 
a possible drawback of which is losing exceptional dialect patterns in some cells. To capture such fine-grained 
patterns, huge amounts of data are required. 

After training the distributional semantics model, every cell and n-gram will be represented by a high-dimensional 
vector (in this case 100-dimensional). Since the representations are in a Euclidean space, we can measure distances 
between any of the vectors (between cells, between n-grams, or between a cell and an n-gram). The distances in this 
space measure how similar or dissimilar vectors are to each other. For example, the character 3-grams ste and ich 
will be closer to each other than ich and the, because the first two are more commonly used in German, while the 
latter the is more common in English. Consequently, the 3-gram ich is more similar to cells in German-speaking 
areas than to predominantly English cells. Similarly, all the cells within the German-speaking area are closer (more 
similar) to each other than to cells from other languages. It is this last similarity measure that allows us to directly 
compare the cells with each other. 
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Visualization 
After collecting the linguistic profiles for each cell, we must visualize the results in a coherent way that allows us to 
investigate the variation in online communication on a geographical scale. 

Previous work (Wieling, Nerbonne, and Baayen 2011; Wieling and Nerbonn 2015; Shackleton 2005) has developed 
visualizations of regional differences using principal component analysis, a dimensionality reduction method (Fig. 
2). 

Fig. 2 Example of Principal Component Analysis: the matrix of city representations (W) is decomposed into V and H 

We represent the observed data in a matrix (W in Fig. 2). One entire row or column is referred to as a vector, that is 
a long list of numbers. Each row in W corresponds to the learned linguistic profile of a cell in the geographic grid of 
the map, and each column in the matrix represents a latent semantic dimension of the distributional model. 

In our approach, we “translate” the learned representations for each cell deterministically into a color. To achieve 
this goal, we first reduce the 100-dimensional representation of every cell to a vector of three numbers. This 
operation is called dimensionality reduction, and a number of well-established algorithms exist to accomplish this. 
In our case, we use a technique called principal component analysis. 

Principal component analysis assumes that the observed matrix can be broken down into a smaller number of latent 
dimensions, the principal components. These are captured in a matrix H. When combined with W, H reduces the 
observed data in W to a matrix V, a lower-dimensional representation of the geographic grid cells. 

We scale each column of V to fall within the 0‒1 range. The resulting scaled matrix V I can now be used to color the 
cells in a map. We interpret each row vector in V I as the proportion of red, green, and blue, respectively, for the cell 
corresponding to the row index. Adding up these RGB values results in a distinct color (the values 0.5, 0.5, 0.5, for 
example, represent a medium gray). We can now use this color to fill the cell on the map (see Fig. 3). 
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Fig. 3 Schematic representation of the map coloration process, translating the three dimensions of the principal 
component analysis into individual colors 

As a result of our method, cells with similar linguistic profiles (which are in turn based on the distribution of similar 
trigrams) end up with similar colors to each other. Because the range of possible colors in RGB values is extremely 
high, we can capture rather subtle differences between cells. 

The question is now whether the resulting color maps capture nay of the underlying interlingual and intralingual 
distinctions. 

Cases 
The visualized results for all of Europe can be seen on the map in Fig. 4. Several phenomena immediately stand out, 
such as the color division along major language families (Romance vs. Germanic vs. Slavic). Interestingly, English, 
despite influences from both Germanic and Romance language, is closer to Dutch here than it is to French. Russian 
stands out since it uses predominantly Cyrillic script, including on Twitter, which automatically separates it from the 
other languages at the character level. The map demonstrates the capability of our approach to distinguish languages 
at a national level. 
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Fig. 4 Resulting map of variation across Europe 

While Romance and Germanic languages are neatly distinguished by hue, there are several intra-national language 
boundaries: Belgium is bifurcated along a horizontal line, whereas Switzerland and parts of northern Italy (both of 
which have German as well as French or Italian as official languages) mark a much smoother transition. 

Even this overall view (which levels many of the finer intra-national distinctions) suggests the existence of dialectal 
variation. In the following, we will therefore look more closely at some of the regional distributions within 
countries. We select the Netherlands, the UK, France, Germany, Italy, and Spain, which has a number of competing 
local varieties recognized as co-official languages (Basque, Catalan, Galician, and Aranese), but an overarching 
standard language (Castilian Spanish). 

It should be noted that each of these case studies result in different color schemes: limiting our method to a 
particular region changes the observed n-grams, the total counts, and the upper and lower bound of the reduced 
matrix V I before scaling, so the resulting colors will differ from the larger map, and are not comparable to each 
other. Differences should therefore be interpreted within each map. 

 

Netherlands. The map of the Netherlands (Fig. 5) shows a lot of variation. While there are many transition 
gradients, we can distinguish between the Dutch between Amsterdam and Rotterdam in the west, and the eastern 
varieties of Lower Saxon (around Hengelo) and Limburgish in the south (below Eindhoven/Roermond). The lighter 
coloring in the northwest might indicate the presence of Frisian as well. The Netherlands is remarkable in this 
respect, since they have one of the highest Tweet density per cell, affording us a good distinction despite the limited 
size of the country. 
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Fig. 5 Map for the Netherlands 

United Kingdom. The map of the UK (Fig. 6) captures the north-south differences between dialects. Interestingly, 
Wales in the west stands out substantially in a striking color contrast, suggesting the influence of Welsh. We also see 
different hues throughout Scotland and Northern Ireland, possibly reflecting Gaelic influences. The Midlands and 
East Anglia are faintly delineated. In contrast, we see a clear distinction around the Lake District, possibly reflecting 
the Cumbrian variety there. London in the south and eastwards of it is slightly distinguished from the rest of 
England, possibly reflecting influences of Estuary English. 
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Fig. 6 Map for the UK 

France. The map of France (Fig. 7) again shows Paris in a lighter color, with minor variations across most of the 
country. Brittany (west of Rennes) and Normandy (between Rennes and Paris), as well as the Aquitanian varieties in 
the southwest region (around Lourdes) show different hues. Most notably, the Basque region in the southwest border 
with Spain, as well as the Provence Alpes region bordering Italy in the east stand out in different tones, suggesting 
strong regional differences.  
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Fig. 7 Map for France 

 

Spain. In contrast to France, in the map of Spain (Fig. 8), we do not see the capital Madrid highlighted. Instead, 
there is a fairly steady gradient from north to south, reflecting the dialect map of Spain, which is centrally dominated 
by Castilian Spanish. The Andalucian influence in the south (around Seville) is reflected in a darker hue of the 
gradient. The eastern regions of Catalonia and Valencia appear in strikingly different hues, which is possibly due to 
the predominant use of the Catalan/Valencian varieties in these areas. We also see the northwestern province of 
Galicia (around A Coruña) clearly demarcated, again probably due to the increased use of Galician in that area. 
Somewhat surprisingly, there is not enough evidence to support a different coloration for the Basque-speaking 
region in the north (around Bilbao), which should be distinct enough to be captured. Aranese, on the other hand, 
probably does not show up due to its limited extent, though it is possible that it influenced the northwestern part of 
the red area. 
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Fig. 8 Map for Spain 

 

Germany 

The most distinct feature of the German map (Fig. 9) is the clear distinction of the southwestern Swabian varieties 
(southwest of Stuttgart) from the rest of Germany. Interestingly, the map very clearly demarcates the distinction 
between the Swabian varieties in the southwest and Bavarian varieties in the southeast, reflecting traditional dialect 
boundaries. One would expect Bavarian (which traditionally uses more dialect words) to stand out more clearly. The 
Rheno- and Mosella-Franconian varieties in the west (between Stuttgart and Cologne) are joined, but show a 
semblance of the traditional fan. Interestingly, we see the Ripuarian/Westphalian dialects of the Ruhr area 
(northwest of Cologne) clearly standing out, probably as an effect of increased data density here (the region is one of 
the most populous areas in Germany, and contained relatively more tweets than many other areas). In contrast, the 
majority of the less populous north and east appears as one solid region, with only faint distinction of the Upper 
Saxon variety (around Dresden). 
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Fig. 9 Map for Germany 

Italy 

The Italian map (Fig. 10) shows some of the most vivid color distinctions. The northern region of Trentino, with a 
German-speaking minority, clearly stands out here. The Venetian variety of the north appears as one block, though 
we do see color changes in the far west, presumably influenced by French in Valle d'Aosta (southwest of Torino). 
Down the coast we see Tuscan clearly delineated in the west, followed by a differently colored spot to the east 
(between Rome and Ancona), possibly a Median dialect. The Napoletan and Sicilian varieties are not strongly 
distinguished, with notable exceptions around the arch of the boot and the area below Palermo. 
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Fig. 10 Map for Italy 

Challenges and Discussion 
Our experiments with Twitter data in a quantitative data-driven analysis shows that there are surprising general and 
systematic patterns in the ways people use language online, and that they capture regional variation both at an inter- 
and intra-national level. Europe, with its high number of related languages in a fairly small space, makes a 
compelling test case for our methodology. The scalability of our approach allows us to study Europe as an entire 
region, rather than restricting ourselves to a single country, while still giving us the possibility to "zoom in" to 
individual languages or countries. 

However, there are several challenges associated with working with large amounts of online data, which we will 
touch upon briefly here. 
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The most obvious challenges when working with large amounts of online data will always be technical in nature: 
How do we process, store, and represent the large amounts of data? We need to find appropriate data structures to 
capture what we want to study, and we need to optimize code to run in an acceptable amount of time (e.g., 
calculating whether cells on the map contain only water is both computationally intensive and time-consuming when 
executed over and over for each map. We managed to cut computation time by several magnitudes by pre-
computing and reusing this information). 

The technical decisions made to improve processing efficiency in turn impact the visualization and interpretation 
possibilities of the data: By choosing a particular way of representing the data rather than another (n-grams rather 
than words), we introduce a certain bias into the interpretation, while excluding others. This can have a direct impact 
on the outcome, which is why we describe our steps in as much detail as possible, and provide reasoning for each of 
the different steps in the analysis (see Simmons et al. 2011 for a discussion on the importance of reproducibility and 
researcher degrees of freedom). 

Another challenge related to this variability is the fact that by definition, there is no gold standard in exploratory 
studies which we could compare our results to. This means we cannot objectively quantify the bias we introduce, or 
whether our design decisions are correct. This makes it harder to choose the values for threshold and parameters, 
such as the minimum frequency of a particular n-gram to be used as feature can affect the resulting map (albeit only 
after normalization, scaling, dimensionality reduction, and visualization). Some choices are easy to discard, for 
example if they produce a result that looks like a random map (we produced these as a comparison). Other criteria 
are subtle and need to be resolved through qualitative assessment: Are the resulting areas reasonable in size and 
location, are they stable when using different parameter settings? 

Therefore, we argue that the best way to evaluate the results is to combine it with qualitative studies in one form or 
another. Even so, we do not always find what we expect. It can be difficult to get a theoretical hypothesis confirmed 
by our data. We are left with the question: what do we trust most? The patterns we find in the data, or the patterns 
we expect from existing theories? Perhaps the best answer is a mixture of both. We do not want to discard maps on 
the sole grounds that they contradict existing theory (unless we had reason to doubt the effectiveness of our 
quantitative method). On the other hand, we do not want to abandon a theory because it is not completely reflected 
in the data we find: much depends on the exact data samples and the processing. 

In that sense, quantitative, data-driven methods not only serve as a filter for subsequent qualitative analysis, but are 
also dependent on qualitative analysis for completion: many of the patterns in the maps above are faint, and require 
interpretation. Data-driven methods should not stand alone, and should certainly not be perceived as a substitute for 
qualitative analysis, but rather as a complement to help us uncover patterns in large-scale data we would otherwise 
not be able to analyze. See Purschke and Hovy (in press) for an application and discussion of the iterative and 
complementary nature of these approaches. 

Future Research Agenda 

Our method is very general and requires nothing more than geotagged text data from social media, a data source that 
is becoming increasingly frequent and easy to obtain. As such, our approach can be applied to any language or area 
researchers are interested in. 

However, in its current form, the approach is purely descriptive, without offering much explanation as to why a 
certain area ends up with a specific color. In the future, we hope to investigate methods to find the distinct language 
features (based on words rather than trigrams) that make a region stand out. In order to answer this question, our 
plan is to use the same dataset, but a separate set of data-driven methods to identify words and constructions in the 
identified regions. 

The ability of choosing arbitrary regions also allows us to relate the learned linguistic profiles to relevant socio-
demographic factors, such as the immigration rate, commuting patterns, or the number of minority communities. 
Apart from correlation studies, this information can be used to detect latent dimensions in the representations, and so 
to study their effect on language. 
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